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Mining minimal motif pair sets
maximally covering interactions
in a protein-protein interaction network
Peter Boyen, Frank Neven, Dries Van Dyck, Felipe L. Valentim, and Aalt D.J. van Dijk
Abstract—Correlated motif covering (CMC) is the problem of finding a set of motif pairs, i.e., pairs of patterns, in the sequences of
proteins from a protein-protein interaction network which describe the interactions in the network as concisely as possible. In other
words, a perfect solution for CMC would be a minimal set of motif pairs which describes the interaction behavior perfectly in the sense
that two proteins from the network interact if and only if their sequences match a motif pair in the minimal set. In this paper, we introduce
and formally define CMC and show that it is closely related to the Red-Blue Set Cover (RBSC) problem and its weighted version
(WRBSC) — both well-known NP-hard problems for which there exist several algorithms with known approximation factor guarantees.
We prove the hardness of approximation of CMC by providing an approximation factor preserving reduction from RBSC to CMC. We
show the existence of a theoretical approximation algorithm for CMC by providing an approximation factor preserving reduction from
CMC to WRBSC. We adapt the latter algorithm into a functional heuristic for CMC, called CMC-approx, and experimentally assess its
performance and biological relevance.
The implementation in Java can be found at http://bioinformatics.uhasselt.be
Index Terms—Graphs and networks; Biology and genetics; Correlated motifs; PPI networks; Local search;
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I NTRODUCTION

P

ROTEINS form the basic building blocks of all living
organisms. They perform all basic functions to which end
they physically bind together, forming different complexes.
These interactions occur via connections between parts of
the respective proteins. Protein residues involved in such
connections are called binding residues or interface residues.
Knowledge of binding sites is critical for the prediction of
novel protein-protein interactions, understanding of the evolution of protein interactions, or for the creation of drugs to
target a specific protein. As large-scale biological networks
are available, incorporating an ever increasing number of
interactions within the same organism [1], several computational approaches have been proposed to locate binding sites
by mining overrepresented patterns in the interacting protein
pairs [2], [3], [4]. In that setting, patterns are instantiated as
motif pairs {X, Y } which select the subnetwork induced by
the proteins matching either X or Y and several successful
computational methods have been devised to search for high
scoring motif pairs.
Unfortunately, the best scoring motif pairs often refer to
highly similar selected networks. For instance, among the best
• P. Boyen and F. Neven are with Hasselt University and Transnational
University of Limburg.
E-mail: {peter.boyen, frank.neven}@uhasselt.be
• D. Van Dyck is with ICR, Advanced Nuclear Systems of Belgian Nuclear
Research Centre (SCK-CEN).
E-mail: dries.van.dyck@sckcen.be
• F. Valentim and A. van Dijk are with Applied Bioinformatics - Plant
Research International, Wageningen UR.
E-mail: {felipe.lealvalentim, aaltjan.vandijk}@wur.nl

0000–0000/00/$00.00 c 2010 IEEE

1 000 motif pairs found using a brute force approach in the
PPI-network of Human (a network consisting of 8 872 nodes)
only 598 refer to dissimilar subnetworks [2] (Supplemental
Material). This effect becomes even worse when considering
more specific motif pairs (i.e., restricting the number of allowed wildcards). For example, in Yeast (a network consisting
of 1 620 nodes) out of the 1 000 best motif pairs only 382
refer to distinct networks. Every found motif pair selects a
subnetwork identical to one of these, even to the point of
having the same motif positions in the proteins. Moreover,
using all 1 000 motif pairs, only 5% of all nodes and 8% of
all edges of the Yeast network are described. As a result only
binding sites of proteins in a small, dense part of the network
can be found.
In the present paper, we therefore take a radically different
approach where instead of scoring the power of a pattern
to explain interactions on an individual basis as in [2], [3],
[4], [5], [6], [7], we score the explicative power of a set of
motif pairs as a whole. In essence, we target a minimal set of
motif pairs M which covers a maximal part of the network.
To balance the minimality of M with the ‘goodness’ of M
representing the network, we employ a minimum description
length measure to score sets of motif pairs. We formalize the
latter as the Correlated Motif Covering (CMC) problem.
We first analyze CMC from a computational viewpoint.
We prove that CMC is NP-hard and that it belongs to a
class of problems for which it is practically impossible to
find “good” approximation algorithms. Here, “good” means
approximations with a sub-square root approximation rate.
More accurately, we show that, unless P = NP, it is impossible
to achieve√ a polynomial-time algorithm for CMC with an
1−δ
n
O(2log
) approximation ratio, with δ = 1 / log logc n,
Published by the IEEE Computer Society
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for any constant 0 < c < 1/2, with n the size of the
input. Specifically, we reduce the Red-Blue Set Cover (RBSC)
problem, a well-known combinatorial problem, to CMC using
polynomial time reductions that maintain constant factors of
approximation. On the other hand, we exhibit a reduction
from CMC to the weighted Red-Blue Set Cover (WRBSC)
problem allowing to transfer known approximation algorithms
for the latter to CMC. Unfortunately, due to the large sizes
of biological networks none of the available algorithms for
WRBSC remain feasible when directly adapted for CMC . We
therefore introduce the novel heuristic CMC-approx for CMC
which is based on an approximation algorithm by Peleg [8]
for WRBSC. Although the adaptation no longer guarantees
the same approximation rate, we experimentally assess its
merits by comparing it to two alternative algorithms for CMC.
The first alternative algorithm is SEQ-SLIDER [2] which is
considered as a baseline as it simply mines for the k best motif
pairs in a network which are then considered to form a cover.
The second alternative is the expected greedy algorithmic
solution to CMC. We refer to the latter algorithm as CMCgreedy.
In an experimental validation on biological networks, we
confirm that the network coverage of CMC-approx is indeed
much larger than that of SEQ-SLIDER and CMC-greedy at
the expense of a slightly increased running time. To further
evaluate the biological relevance of CMC-approx, we tested the
effectiveness of the derived motif pairs in several scenarios.
In a first scenario, we determine the overlap of our found
motif pairs with actual interaction sites in the human and
yeast network for which there is 3D-structure information
available. We obtain that the coverage (the number of proteins
and interactions covered) drastically increases (at the expense
of a slightly lower precision) compared to the baseline, thereby
greatly improving the utility for experimental biologists who
want to predict binding sites in order to perform further experimental studies and for whom it obviously is very important to
obtain predictions for as much proteins as possible. In a second
scenario, we investigate how cross-species motif pair mining
can be used as a filtering step to increase accuracy. That is,
we provide evidence for the hypothesis that motif positions
which are found in more than one species through mining of
motif pairs are more likely to be interface residues. This means
that a cross-species comparison could be used to filter noise
from the predictions. Finally, we consider the prediction of
protein interactions from two-dimensional sequences, where
CMC -approx is shown to slightly outperform the two other
algorithms.
Outline. We formally introduce the Correlated Motif Covering (CMC) problem in Section 2 and show its complexity
in Section 3. Our algorithms are presented in Section 4. In
Section 5 we describe the used data sets, followed by a
validation that the algorithms achieve their intended purpose
(increased coverage) in Section 6 and a validation of their
biological meaningfulness in Section 7. Finally, we discuss
related work in Section 8 and conclude in Section 9.
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C OVERING

( CMC )

In this section, we define the Correlated Motif Covering (CMC)
problem. We use notation from Boyen et al. [2].
2.1

Basic definitions

Table 1 in the supplementary material explains the meaning
of the most frequently used symbols.
A protein-protein interaction network (PPI-network) can be
represented as a labeled graph G = (V, E, λ), with protein set
V , interaction set E ⊆ V ×V , and a labeling λ : V → L, with
L a finite alphabet of labels. As we label every protein with its
amino acid sequence, the label function λ maps each vertex
v ∈ V to a string λ(v) over the alphabet Σ = {A, . . . , Z} \
{B, J, O, U, X, Z}.
An (`, d)-motif is a string of length ` over the alphabet
Σ ∪ {x} containing exactly d x-characters. The character x
is interpreted as a wildcard-symbol, i.e., it matches with any
character of Σ. For instance, GAQPRNMY matches the (8, 3)motif GAxPxNxY. We do not allow motifs to start with a
wildcard-symbol, eliminating a lot of redundant motifs. In the
sequel, we sometimes refer to (`, d)-motifs simply as motifs,
when parameters ` and d are clear from the context.
A protein contains an (`, d)-motif X if its amino acid
sequence contains a substring of length ` that matches X. A
protein pair contains a motif pair, if one protein contains one
motif, and the other protein contains the other. Conversely, we
say a motif (pair) selects a protein (pair) if the protein (pair)
contains it.
A motif pair M = {X, Y } now selects a subnetwork of a
PPI-network G = (V, E, λ) as follows. Let VX = {v ∈ V |
v contains X}, be the set of proteins in the network containing
the motif X, and EM = EX,Y = {{u, v} ∈ E | u ∈ VX ∧ v ∈
VY } be the set of interactions between proteins containing
X and proteins containing Y . Similarly, we define the set
of anti-edges AM = AX,Y = {{u, v} 6∈ E | u ∈ VX ∧
v ∈ VY }, the set of protein pairs selected by {X, Y } without
interactions (the false postive interactions for {X, Y }). The
subgraph GM = GX,Y selected by {X, Y } is then
GX,Y := (VX ∪ VY , EX,Y , λ|VX ∪VY )
with λ|VX ∪VY the restriction of λ to VX ∪ VY .
The amount of (`, d)-motif pairs is given by
n(n + 1)
n(n − 1)
+n=
,
MP(`, d) =
2
2

(`−d)
where n = `−1
is the number of different (`, d)d |Σ|
n(n−1)
motifs. Here,
is the number of motifs of the form
2
{X, Y } with X 6= Y and n is the number of motifs {X, X}.
By |G| we denote the size of G, defined as |V | + |E| +
X
|λ(v)|, where |S| denotes the number of elements in a set
v∈V

S and |s| denotes the length of a string s.
In Fig. 1, we see an example PPI-network G = (V, E, λ),
where λ is not represented.1 The letters A, B, C, and D refer
1 Although the graph in Fig. 1 is kept bipartite for illustration purposes,
we do not restrict the form of considered PPI-networks.
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Fig. 1. An example protein-protein interaction network

to motif matches. For instance, proteins 1 and 3 contain the
motif A, and the motif A therefore selects those proteins. If
you pair either protein 1 or 2, with protein 4, both protein
pairs contain the motif pair {B, C}, though only one has
an interaction. The subgraph GB,C consists of proteins 1,
2 (containing B), 4, 6 (containing C) and the three edges
between them.
Scoring an individual motif pair

A support measure f is simply a function mapping a motif
pair {X, Y } and a PPI-network G to a positive real number
f ({X, Y }, G). We refer to f ({X, Y }, G) as the support of
{X, Y } in G. Support measures should reflect the power
of a motif pair to describe interactions. That is, we are
interested in those motif pairs for which the selected network
resembles large bicliques (i.e., complete bipartite graphs).
Several support measures to this end have been investigated
including the χ2 -score [3] and the p-score [4].
The Correlated Motif Mining (CMM) problem is then defined as follows:
The Correlated Motif Mining problem (CMM)
• Input:
A PPI-network G, three numbers
`, d, k
∈
N+ , with d < ` and a support
measure f
• Output:
the k (`, d)-motif pairs {X1 , Y1 },
. . . ,{Xk , Yk } with highest support in G with respect
to f
Boyen et al. [2], Leung et al. [4], and Tan et al. [3] proposed
methods for CMM which succeed in finding the best scoring
motif pairs. Unfortunately, as explained in the introduction, the
best scoring motif pairs often refer to highly similar selected
networks, a shortcoming we address in the next section.
2.3

by M on G is defined as
[
GM :=
(VX ∪ VY , VX × VY , λ|VX ∪VY ),
{X,Y }∈M

2

2.2

3

Covering a graph with a set of motif pairs

Rather than scoring motif pairs on an individual basis as in
CMM , we now formalize how to score the explicative power of
a set of motif pairs as a whole. To this end, let M be a set of
motif pairs. Then the graph GM = (VM , EM , λM ) induced

where the union of two consistently labeled graphs G1 =
(V1 , E1 , λ1 ) and G2 = (V2 , E2 , λ2 ) is simply G1,2 = (V1 ∪
V2 , E1 ∪ E2 , λ1 ∪ λ2 ). Note that GM might contain edges not
present in G, contrary to the case for GM for a motif pair
M . For example, if we were to take G{{B,C}} in Fig. 1, we
get the network containing proteins 1, 2, 4, 6, with four edges
connecting those proteins, even though in G and GB,C only
three of those edges are present.
For a result set M to have little redundancy and high
coverage, we want M to be small while maximizing the similarity between GM and G. Therefore, we adopt the minimum
description length (MDL) principle [9] which embraces the
slogan of Induction by Compression. More specifically, we
can compress G by GM encoded as M. We then only need
to list the false positive and false negative edges. That is, the
edges present in EM but not in EG , and the edges missing
in EM but present in EG . The size of M, denoted |M| is
simply counted as the number of motif pairs occurring in it.
More formally, we calculate the size of the latter compression
relative to three nonnegative numbers α, β, and γ as follows
costα,β,γ (M, G) := α|M| + β|EM \ EG | + γ|EG \ EM |.
The table below lists some example solutions for the network
in Fig. 1:
M
∅
{{B, C}}
{{B, C}, {A, D}}
{{A, C}, {B, D}}

costα,β,γ (M, G)
7γ
α + β + 4γ
2α + 2β + 2γ
2α

The last line contains a solution that describes the interactions
perfectly, and, given reasonable values for α, β, and γ, should
be the optimal solution.
In the experimental section, following the MDL principle,
we will set α to the number of bits to represent a motif pair
and β = γ to the number of bits to represent an interaction.
We are now ready to define the problem central to this paper:
The Correlated Motif Covering problem (CMC)
+
• Input: A PPI-network G, numbers `, d ∈ N
with
+
d < ` and α, β, γ ∈ Q
• Output: a set M of (`, d)-motif pairs minimizing
costα,β,γ (M, G).

3

C OMPLEXITY

AND

A PPROXIMATION

OF CMC

We show that CMC is NP-hard and that there are limits to
how well it can be approximated within polynomial time.
On the positive side, we show that there are algorithms that
provide approximation guarantees that are within those limits
by establishing an approximation factor preserving reduction
to the weighted Red-Blue Set Cover (WRBSC) problem.

IEEE/ACM TRANSACTIONS ON COMPUTATIONAL BIOLOGY AND BIOINFORMATICS, VOL. ???, NO. ???, ??? 2010

3.1

Lower bounds

In this section, we show that CMC is NP-hard and that it
is hard to approximate. Specifically, we show that, unless
P = NP, it is impossible to achieve
a polynomial-time algo1−δ √
n
) approximation ratio, with
rithm for CMC with an O(2log
δ = 1 / log logc n, for any constant 0 < c < 1/2, with n
the size of the input.
We start by reducing the Red-Blue Set Cover (RBSC) problem to CMC using approximation factor preserving reductions.
First, we define RBSC [10]. The input consists of a universe
U of elements which are either red or blue. In addition, a set
S of subsets of U is given. The objective is to choose sets
from S covering all blue elements while selecting as few red
elements as possible.
Formally, we define the Red-Blue Set Cover (RBSC) problem [10] as follows:
• Input: Finite sets U,[
B, R, S, with U = B∪R, B∩R = ∅,
and S ⊆ 2U , with
S = U.2
S∈S
[
∗
• Output: a set S ⊆ S such that B ⊆
S minimizing
S∈S ∗

the cost function
costRBSC (S ∗ , B, R) := |

[

S ∩ R|.

S∈S ∗

To obtain the lower bounds for CMC, we make use of a
reduction from RBSC to CMC that preserves not only constant
factor approximability but also the constant itself. Therefore,
we will need the following notion:
Definition 1: [11] Let Π1 and Π2 be two minimization problems. An approximation factor preserving reduction
(AFP-reduction) from Π1 to Π2 is a pair of PTIME functions
(f, g) such that:
• for any instance I1 of Π1 , I2 = f (I1 ) is an instance of
Π2 such that OPT2 (I2 ) ≤ OPT1 (I1 ), where OPT1 (resp.
OPT2 ) is the quality of an optimal solution to I1 (resp.
I2 ), and
• for any solution s2 to I2 , s1 = g(s2 ) is a solution to
I1 such that obj1 (s1 ) ≤ obj2 (s2 ), where obj1 () (resp.
obj2 ()) is a function measuring the quality of a solution
to I1 (resp. I2 ).
By Π1 ≤AF P Π2 , we denote that there exists an AFPreduction from Π1 to Π2 .
Throughout the remainder of this section, objΠ is the cost
function of problem Π and OPTΠ (I) equals the cost of an
optimal solution for instance I of problem Π.
The proofs in the rest of this section are based on the
following lemma which is an immediate consequence of the
definition of an AFP-reduction (and is left as an exercise in
[11]):
Lemma 1: If there exists an approximation algorithm with
approximation factor α for problem Π1 , and Π2 ≤AF P Π1 ,
2 We note that the standard definition of RBSC does not require
S = U.
The latter restriction ensures a solution to always exist and is equivalent
to
S
standard RBSC in that case. Indeed, when blue balls are missing from S then
there is no solution. Missing red balls can always be added as an additional
set without affecting the cost of an optimal solution (a set containing only
red elements can never belong to an optimal solution).

S

4

then there exists an approximation algorithm with approximation factor α, for problem Π2 .
In the remainder of this section, we will prove the following
theorem.
Theorem 1: CMC is NP-hard and unless P = NP, there
is
1−δ √
n
)
no polynomial-time algorithm for CMC with an O(2log
approximation ratio, with δ = 1 / log logc n, for any constant
c < 1/2, with n the size of the input.
We need the following lemma:
Lemma 2: RBSC ≤AF P CMC.
Proof: (of Lemma 2) Let IRBSC = (U, B, R, S) be an
instance of RBSC. Let S = {S1 , . . . , S|S| }. We start by
defining the function f mapping IRBSC to f (IRBSC ) = ICMC =
(G, `, d, α, β, γ). An example, graphically illustrating the function f , is given in the supplementary material. Here, ` = |S|
and d = |S| − 1. This means that motifs only have one nonwildcard character. Furthermore, set α = 0, β = 1, and γ to
one more than the maximal number of red elements occurring
in a set in S. That is, γ = max|S ∩ R| + 1. It remains to
S∈S

define G = (V, E, λ). Define V = U ∪ {c} ∪ O where c is a
new element and O consists of 2γ|B| + 1 new elements. Here,
c is the center of the graph connected to all elements in B.
Furthermore, O, and R consist of isolated vertices. That is, set
E = {{b, c} | b ∈ B}. Although Σ contains the 20 characters
used to specify amino acids, G uses only three characters. For
ease of exposition, we shall refer to three characters in Σ as
0, 1, and 2. Then, λ(c) is a sequence of length |S| consisting
only of 2-characters; for each u ∈ U , λ(u) = c1 . . . c|S| , with
ci = 1 if u ∈ Si and 0 otherwise; and; for each o ∈ O, λ(o)
is a sequence of length |S| consisting only of 0-characters.
Clearly, f is PTIME-computable.
We next argue that OPTCMC (ICMC ) ≤ OPTRBSC (IRBSC ).
First, we need some terminology concerning motif pairs. As
` = d + 1, every motif contains precisely one non-wildcard
character σ. We refer to such a motif as a σ-motif. We say
that a motif pair {X, Y } where X is a σ-motif and Y is a
σ 0 -motif, is a motif pair of type Jσ, σ 0 K.
Let sCMC = M be a solution to ICMC . Then objCMC (M) =
α|M|+β|EM \EG |+γ|EG \EM | = |EM \EG |+γ|EG \EM |
by choice of α and β. Assume M is optimal. Then M has
to cover all edges. That is, EG \ EM = ∅. Indeed, assume
towards a contradiction that {b, c} ∈ EG \ EM and let b ∈ Si
(b is always in at least one set, according to the definition of
RBSC ). Then, we can extend M with a motif pair selecting
{b, c} thereby decreasing its cost and contradicting the fact that
M is optimal. Indeed, denote by Mi the motif pair {Xi , Yi }
where Xi is the 1-motif with 1 on the i-th position and Yi is
the 2-motif with 2 on the i-th position. Then
objCMC (M ∪ {Mi }) =
= |EM∪{Mi } \ EG | + γ|EG \ EM∪{Mi } |
≤ (|EM \ EG | + |Si ∩ R|) + (γ|EG \ EM | − γ)

(†)

< |EM \ EG | + γ|EG \ EM |

(‡)

= objCMC (M).
Here, (†) is an equality if Si contains only one blue element
not yet covered, and (‡) follows as γ = maxS∈S |S ∩ R| +
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1 > |Si ∩ R|. So, it follows that EG \ EM = ∅ and that
objCMC (M) = |EM \ EG | when M is optimal.
We distinguish the following kinds of motif pairs:
• We say that a motif pair is good when it is of type J1, 2K.
Note that every such motif pairs selects the subgraph
consisting of the center and all elements in some set of
S.
• We say that a motif pair is bad when it is of type J0, 2K
Note that every such motif pairs selects the subgraph consisting of the center and all elements in the complement
of some set of S, together with all the elements in O.
• Motif pairs which only contain σ-motifs with σ ∈
{0, 1, 2} but which are not good nor bad are called superfluous. Specifically, they are of type J0, 0K, J1, 1K, J2, 2K,
and J0, 1K. They are called superfluous as EM ∩ EG = ∅
for every superfluous motif pair M .
• A motif pair M = {X, Y } which is not good, bad, or
superfluous is called empty. Specifically, it is of type
Jσ, σ 0 K where σ 6∈ {0, 1, 2} or σ 0 6∈ {0, 1, 2}. They are
called empty because at least one of VX or VY is empty.
Next, we argue that the optimal solution M cannot contain
bad motif pairs. Furthermore, we will show that for every
optimal solution M there is a reduced optimal solution M0
which does not contain empty or superfluous motif pairs and
only a minimal number of good motif pairs which can be
mapped in a one-to-one fashion on sets in S.
Indeed, assume Mbad to be the non-empty set of bad motif
pairs in any solution M. Then

5

So, given an optimal set of motif pairs M, it cannot contain
any bad motif pairs. Furthermore, let M0 be obtained from M
by removing all empty and superfluous motif pairs, then M0
is also optimal and contains only good motif pairs. Therefore,
if M is optimal objCMC (M) = objCMC (M0 ) = |EM0 ∩ Red| =
|EM ∩ Red| with Red = {{c, r} | r ∈ R}. Thus, each motif
pair in M0 is of the form {Xi , Yj } where Xi is the 1-motif
with 1 on the i-th position and Yj is the 2-motif with 2 on the
j-th position. We replace each motif pair {Xi , Yj }, with the
motif pair Mi = {Xi , Yi } and remove any duplicates. Since
any 2-motif selects only the central node, the solution still
selects the same node pairs, so its cost and thus its optimality
are maintained.
Each Mi selects exactly those {u, c} with u ∈ Si . Since
we have shown that EG \ EM = ∅, we can create a solution
for IRBSC by taking Si for each Mi ∈ M0 . Also, because
OPTCMC (ICMC ) = |EM ∩ Red|, this solution for IRBSC has the
same cost as the optimal solution to ICMC . This solution is also
optimal, because if there was a S ∗ with a lower cost we could
create a set of motif pairs with that same cost (by taking Mi
for each Si ∈ S ∗ ), which would be in contradiction with M
being optimal. This means OPTCMC (ICMC ) = OPTRBSC (IRBSC ),
and so definitely OPTCMC (ICMC ) ≤ OPTRBSC (IRBSC ).
Let sCMC = M. We next define the function g mapping
sCMC to g(sCMC ) = sRBSC = S ∗ . Here, let Mgood be the set
of good motif pairs in M. Define Sgood as the set of sets Si
for which there is a motif pair {X, Y } in Mgood , with X the
1-motif with 1 on its ith position. For every b ∈ B, let Sb be
an arbitrary set in S containing b. Then, define

objCMC (M \ Mbad )
≤

|EM \ EG | − |O| + 2γ|EG |

< |EM \ EG |
≤


b∈B,b6∈


(†)

objCMC (M \ Msup )



Clearly, g is PTIME-computable.
We next argue that objRBSC (sRBSC ) ≤ objCMC (sCMC ). Indeed,
objRBSC (sRBSC )
[
= |
S ∩ R|

= |EM\Msup \ EG | + γ|EG \ EM\Msup |

S∈S ∗

(†)

|EM \ EG | + γ|EG \ EM |

= objCMC (M).
Here, (†) follows from the fact that EMsup ∩ EG = ∅.
Finally, assume Mempty to be the non-empty set of empty
motif pairs in any solution M. Then
objCMC (M \ Mempty )
= |EM\Mempty \ EG | + γ|EG \ EM\Mempty |
= objCMC (M).

S


S ∗ := Sgood ∪ Sextra .

Here, (†) follows as the motif pairs in Mbad select at least
all elements in O, and at most all the elements in |EG |.
Also, assume Md to be the non-empty set of superfluous
motif pairs in any solution M. Then

= |EM \ EG | + γ|EG \ EM |

[

Finally, set

= objCMC (M).

= |EM \ EG | − |EMsup | + γ|EG \ EM |



S∈Sgood

(by def. of O)

|EM \ EG | + γ|EG \ EM |

≤

Sb .



|EM\Mbad \ EG | + γ|EG |

≤

[

Sextra :=

= |EM\Mbad \ EG | + γ|EG \ EM\Mbad |

≤

|

[

S ∩ R| + (max|S ∩ R|)|Sextra |

S∈Sgood

≤

S∈S

|EMgood ∩ Red| + γ|EG \ EMgood |

= objCMC (Mgood )
≤ objCMC (sCMC ).
Note that the above reduction makes use of very specific
motifs, those with only one non-wildcard character, and specific values for α and β. Although the reduction can be adapted
to allow for an arbitrary number of non-wildcard characters,
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we can not exclude the existence of classes of parameters for
which CMC does become tractable.
Since an AFP-reduction is a polynomial-time reduction and
RBSC is an NP-hard problem, this lemma already shows that
CMC is NP-hard.
Lemma 3: If there is a constant δ, with 0 < δ < 1, for
which there exists
a polynomial-time algorithm for CMC with
1−δ √
n
) approximation ratio, with n the size of the
an O(2log
input, then there exists a polynomial-time algorithm for RBSC
1−δ
with an O(2log n ) approximation ratio, with n the size of
the input.
Proof: (of Lemma 3) A polynomial-time algorithm for
1−δ
n
RBSC with an O(2log
) approximation ratio is achieved by
composing the AFP-reduction from the proof of Lemma 2 and
the polynomial-time algorithm for CMC.
It remains to discuss the approximation rate. First, we discuss the size of the obtained CMC instance, which is |ICMC | =
|(G, `, d, α, β, γ)| = O(|S||V | + log(|S|) + log(|S|) + 1 + 1 +
log(|R|)) = O(|S||V |), where |G| = O(|V | + |E| + |λ|) =
O(|V | + |λ|), because it is a sparse graph by construction and
|λ| = O(|S||V |). So, O(|S||V |) = O(|S||U |2 ), because of
the size of O.
The size of the RBSC instance is n = |IRBSC | =
|(U, B, R, S)| = O(|U | + |U | + |U | + |S||U |) = O(|S||U |).
Thus, the size of the CMC-instance created by the reduction
is O(|S||U |2 ) = O(n2 ).
Since OPTCMC (ICMC )
=
OPTRBSC (IRBSC ) and
objRBSC (sRBSC ) ≤ objCMC (sCMC ) (as shown by the proof
of Lemma 2), it follows that our√ composed algorithm has
2 1−δ
1−δ
an approximation rate of O(2log(( n) ) ) = O(2log(n) ).
Take a solution sCMC to an instance ICMC from the theorized
polynomial-time algorithm for CMC. The algorithm has a
1−δ
O(2log n ) approximation ratio which means

ratio is impossible unless P = NP√
, this means a polynomial1−δ
n
) approximation ratio is
time algorithm with an O(2log
impossible for CMC unless P = NP, which proves Theorem 1.
3.2

Upper bounds

In this section, we show that we can use existing approximation algorithms to solve CMC. Specifically, we show that
CMC is polynomial time reducible to the weighted version
of the Red-Blue Set Cover problem using AFP-reductions.
This allows to transfer known approximation algorithms (such
as the one given by Peleg [8]) from WRBSC to CMC, while
preserving any constant factor approximations. In section 3.1,
we have shown that such algorithms are unlikely to exist, but
in Section 4.3 we will show that we can still use this AFPreduction to obtain an approximation algorithm with a nonconstant approximation guarantee.
We start by introducing WRBSC which is the weighted
version of RBSC (defined in Section 3.1), in which the red elements have a nonnegative cost assigned to them. By choosing
elements from S, the objective is to select all the blue elements
(to which no cost is assigned), while incurring as little cost
by selecting red elements as possible.
Formally, we define the Weighted Red-Blue Set Cover
(WRBSC) problem [10] as follows:
• Input: Finite sets U , B, R, [
S with U = B ∪ R and
B ∩ R = ∅, S ⊆ 2U , with
S = U , and a function
S∈S

•

c : R → Q+ .
[
Output: a set S ∗ ⊆ S such that B ⊆
S and that
S∈S ∗

minimizes the cost function

r∈(

1−δ √

nCMC

) OPTCMC (ICMC )

= O(2log

nCMC

) OPTRBSC (IRBSC )

= O(2log

(nRBSC )2

1−δ √

√
1−δ

= O(2

[

c(r).

S ∩ R)

S∈S ∗

≤ objCMC (sCMC )
O(2log

X

costWRBSC (S ∗ , B, R, c) :=

objRBSC (sRBSC )
≤

6

log1−δ nRBSC

) OPTRBSC (IRBSC )

) OPTRBSC (IRBSC ).

Hence, the lemma follows.
1−

was shown to be Ω(2log n )-inapproximable by
Dinur et al. [12], Carr et al. [10], and Elkin et al. [13]. Dinur
et al. [12] prove this inapproximability under the weakest
assumption (P 6= NP).3 Specifically, they proved unless P =
NP, it is impossible to achieve a polynomial-time algorithm
1−δ
for RBSC with an O(2log n ) approximation ratio, with
c
δ = 1 / log log n, for any constant c < 1/2, with
n the size of the input. So, since we know a polynomial1−δ
time algorithm for RBSC with an O(2log n ) approximation
RBSC

3 To be precise, Dinur and Safra [12] showed the mentioned inapproximability result for the M INIMUM -M ONOTONE -S ATISFYING -A SSIGNMENT
problem for formulae of depth 3, denoted by MMSA3 , which is equivalent
to RBSC as argued by Carr et al. ( [10], Section 3).

By restricting the length of motifs to be at most logarithmic
in the size of the network, we can reduce CMC to WRBSC using
approximation factor preserving reductions.
Theorem 2: If ` ≤ log(|G|), CMC ≤AF P WRBSC.
The rest of this section is dedicated to prove this theorem.
First, we reformulate CMC on a more abstract level which
facilitates the reduction to WRBSC. Let U be a finite set of
elements divided into two disjoint subsets U = C ∪ I. Here,
C contains the correct elements while I contains the incorrect
ones. Let S be a set of subsets of U . The relationship with
CMC is as follows: Given a PPI-network G = (VG , EG , λG )
and numbers ` and d, U corresponds to the set of all protein
pairs, C corresponds to the edges in G, while I are the nonedges (anti-edges). Finally, S contains precisely those sets of
protein pairs defined by (`, d)-motif pairs {X, Y }. That is,
[
S=
{VX × VY }.
{X,Y }

We will show that if we restrict ` to its typical small values,
reduces to the following problem which we refer to as
the MDL-cover (MDL - COVER) problem:
CMC

IEEE/ACM TRANSACTIONS ON COMPUTATIONAL BIOLOGY AND BIOINFORMATICS, VOL. ???, NO. ???, ??? 2010

•
•

Input: Finite sets U , C, I with U = C ∪ I, C ∩ I = ∅,
S ⊆ 2U and nonnegative numbers α, β, and γ
Output: a set S ∗ ⊆ S that minimizes the cost function
[
[
α|S ∗ | + β|I ∩
S| + γ|C \
S|.
S∈S ∗

S∈S ∗

Lemma 4: If ` ≤ log(|G|), CMC ≤AF P MDL - COVER.
Proof: (of Lemma 4) Let ICMC = (G, l, d, α, β, γ) be an
instance of CMC. Let G = (V, E, λ). We start by defining
the function f mapping ICMC to f (ICMC ) = IMDL - COVER =
(U, C, I, S, α, β, γ). An example, graphically illustrating the
function f , is given in the supplementary material. Here, α, β,
and γ remain the same. Let C = E, and
[ I = (V × V ) \ E,
then U = C ∪ I. Lastly, define S =
VX × VY .
{X,Y }

We argue that f is PTIME-computable. To construct S,
we need to generate all possible motif pairs. The amount of
possible (`, d)-motifs is given by the following equation




`−1 
X
`−1
`−1
(`−d)
|Σ|
≤
|Σ|` = 2`−1 |Σ|` .
d
i
i=0

If ` ≤ log(|G|), then this amount is polynomial in |G|.
Since the number of motif pairs is polynomial in the number
of motifs, we can enumerate all motif pairs in time polynomial
in the size of G. For each motif pair {X, Y }, we then need
to find {VX × VY }. This can be done in polynomial time, by
passing over all the sequences.
Let sMDL - COVER = S ∗ . We next define the function g mapping
sMDL - COVER to g(sMDL - COVER ) = sCMC = (M). By construction,
for any set Si ∈ S ∗ , there is at least one motif pair {X, Y }
with VX × VY = Si . Call one of those motif pairs Mi . Then,
define
[

M=

By the same reasoning as above, it can be argued that g is
PTIME -computable.

We
next
argue
that
objCMC (sCMC )
≤
objMDL - COVER (sMDL - COVER ). By construction, the sets in
sMDL - COVER contain the same correct and incorrect elements
that are selected by the motif pairs in sCMC
[. That is, EG = C
and V × V \ EG = I. Further, EM =
S. It is however
S∈S ∗

possible that multiple sets get represented by the same motif
pair, i.e., |M| ≤ |S ∗ |. So,
objCMC (sCMC )
= α|M| + β|EM \ EG | + γ|EG \ EM |
≤ α|S ∗ | + β|EM \ EG | + γ|EG \ EM |
[
[
= α|S ∗ | + β|
S \ C| + γ|C \
S|
S∈S ∗

= α|S | + β|I ∩

[

S∈S ∗

S| + γ|C \

S∈S ∗

= objMDL - COVER (sMDL - COVER ).

We next show that OPTMDL - COVER (IMDL - COVER )
≤
OPTCMC (ICMC ).
We first argue that if an optimal set of motif pairs M
contains two motif pairs which select the same node pairs,
we can remove one of them without removing optimality. We
refer to such motif pairs as duplicates. Indeed, assume M to be
a motif pair in M that selects the same node pairs as another
motif pair in M. Then,
objCMC (M \ {M })
= α|M \ {M }| + β|EM\{M } \ EG | + γ|EG \ EM\{M } |
= α(|M| − 1) + β|EM \ EG | + γ|EG \ EM |
≤ α|M| + β|EM \ EG | + γ|EG \ EM |
= objCMC (M).
So, for an optimal solution M, we can create a solution
M0 which contains no duplicates and is still optimal.
For convenience, we now construct the function g −1 that
maps M0 to g −1 (M0 ) = S ∗ , as
[
g −1 (M0 ) = S ∗ =
Si .
Mi ∈M∗

Since |M0 | = |S ∗ |,
objCMC (M0 )
= α|M0 | + β|EM0 \ EG | + γ|EG \ EM0 |
= α|S ∗ | + β|EM0 \ EG | + γ|EG \ EM0 |
[
[
S \ C| + γ|C \
S|
= α|S ∗ | + β|
S∈S ∗

= α|S ∗ | + β|I ∩

[

S∈S ∗

S| + γ|C \

S∈S ∗
∗

[

S|

S∈S ∗

= objMDL - COVER (S ).

Mi .

Si ∈S ∗

∗
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[
S∈S ∗

S|

This solution S ∗ to IMDL - COVER is also optimal. Indeed,
assume towards a contradiction that there exists S2∗ with
objMDL - COVER (S2∗ ) < objMDL - COVER (S ∗ ). We have already shown
objCMC (g(sMDL - COVER )) ≤ objMDL - COVER (sMDL - COVER ), so
objCMC (g(S2∗ ))
≤ objMDL - COVER (S2∗ )
< objMDL - COVER (S ∗ )
= objCMC (M0 ),
which is in contradiction with M0 , and thus M, being optimal. Therefore, OPTMDL - COVER (IMDL - COVER ) ≤ OPTCMC (ICMC ).
The lemma now follows.
Lemma 5: MDL - COVER ≤AF P WRBSC.
Proof: (of Lemma 5) Let IMDL - COVER
=
(UMDL - COVER , C, I, SMDL - COVER , α, β, γ)
be
an
instance
of MDL - COVER. We start by defining the function
f mapping IMDL - COVER to f (IMDL - COVER ) = IWRBSC =
(UWRBSC , B, R, SWRBSC , c). An example, graphically illustrating
the function f , is given in the supplementary material. Here,
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B = C, R = I ∪ {rT | T ∈ SMDL - COVER } ∪ {rb | b ∈ C},
where all rt and rb are new objects, and UWRBSC = B ∪ R.
Define


 α r ∈ {rT | T ∈ SMDL - COVER };
γ r ∈ {rb | b ∈ C}; and,
c(r) =


β r ∈ I.
For every T ∈ SMDL - COVER , we define ST = {rT } ∪ T . For
every b ∈ B, we define Sb = {rb } ∪ {b}. Finally, SWRBSC is
the following disjoint union:
!
[
[
ST ∪
SWRBSC =
Sb .
(?)
T ∈SMDL - COVER

b∈B

Clearly, f is PTIME-computable.
We next define the function g mapping sWRBSC to
g(sWRBSC ) = sMDL - COVER . Simply set
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Input: PPI-network G = (V, E, λ), `, d ∈ N+ , d < `, and α,
β, γ ∈ Q+ , TIME ∈ N+
Output: best cover M according to costα,β,γ found in G
1: M ← ∅
2: cost ← costα,β,γ (M, G)
3: oldCost ← ∞
4: while cost < oldCost do
5:
oldCost ← cost
6:
bestMotifPair = undef
7:
startTime = getTime()
8:
while getTime() < startTime + TIME do
9:
M ← localSearch(G, `, d, M, costα,β,γ )
10:
if costα,β,γ (M ∪ {M }, G) < cost then
11:
bestMotifPair ← M
12:
cost ← costα,β,γ (M ∪ {M }, G)
13:
if cost < oldCost then
14:
M ← M ∪ {bestMotifPair}
Fig. 2. The algorithm CMC-greedy.

sMDL - COVER = {T ∈ SMDL - COVER | ST ∈ sWRBSC }.

(??)

Clearly, g is PTIME-computable.
We next argue that objMDL - COVER (sMDL - COVER )
objWRBSC (sWRBSC ). Indeed,
objWRBSC (sWRBSC )
X
[
=
{c(r) | r ∈ (
=

=

=

=

≥

=

≤

S ∩ R)}

4

A LGORITHMS

In the next three subsections, we present three algorithms for
CMC ; (i) SEQ - SLIDER , (ii) CMC -greedy, and (iii) CMC -approx.
4.1

SEQ - SLIDER

We use the SEQ-SLIDER algorithm [2] as a baseline. Using
S∈sWRBSC
X
local search, the latter returns the set of the k best motif pairs
{c(r) | T ∈ sMDL - COVER , ST ∈ sWRBSC , r ∈ (ST ∩ R)} (according to its χ2 -score) it can find, which is then interpreted
X
as a cover.
+
{c(r) | b ∈ C, Sb ∈ sWRBSC , r ∈ (Sb ∩ R)}
X
{c(r) | T ∈ sMDL - COVER , r ∈ ((T ∪ {rT }) ∩ R)}
4.2 CMC-greedy
X
+
{c(r) | b ∈ C, Sb ∈ sWRBSC , r ∈ ({rb } ∩ R)} We devise a naive greedy algorithm, called CMC-greedy, for
X
CMC which repeatedly looks for a motif pair to add to M
{c(r) | T ∈ sMDL - COVER , r ∈ ({rT } ∩ R)}
which
reduces costα,β,γ (M, G) the most. Since the space of
X
possible motif pairs is far too large to consider every motif
+
{c(r) | T ∈ sMDL - COVER , r ∈ (T ∩ R)}
X
pair (see Section 2.1), we replace this step with a local search
+
{c(r) | b ∈ C, Sb ∈ sWRBSC , r ∈ ({rb } ∩ R)} approach, similar to that of SEQ-SLIDER, that looks for the
[
best motif pair to add to M during a set time period. The
α|sMDL - COVER | + β|
T ∩ I|
algorithm keeps adding motif pairs until it no longer finds one
T ∈sMDL - COVER
[
that reduces costα,β,γ (M, G). The full algorithm is shown in
+γ|
{rb }|
Fig. 2; the local search step is shown in Fig. 3, with neighbors
Sb ∈sWRBSC
the neighbor function of SEQ-SLIDER [2]. When used by CMC[
α|sMDL - COVER | + β|
T ∩ I|
greedy costf (M, M, G) = costα,β,γ (M, M, G), which is
T ∈sMDL - COVER
simply defined as costα,β,γ (M ∪ {M }, G).
[
+γ|C \
S|
(†)
S∈sMDL - COVER
4.3 CMC-approx
objMDL - COVER (sMDL - COVER ).
By Theorem 2, we can apply to CMC any constant factor

Here, (†) follows as a set Sb can be selected in sWRBSC , while
another set already selects b.
We argue in the supplementary material that
OPTWRBSC (IWRBSC ) ≤ OPTMDL - COVER (IMDL - COVER ), which
completes the proof of the lemma.
Theorem 2 now follows from Lemma 4 and Lemma 5
and the fact that AFP-reductions are closed under composition [11].

approximation algorithm for WRBSC while preserving the
approximation factor. However, no such algorithms are known,
and by Theorem 1 are very unlikely to exist. We can, however,
also apply the reduction to algorithms with known (but nonconstant) approximation ratios and then deduce the approximation ratio of this algorithm for CMC. Therefore, we first
give an overview of such algorithms.
WRBSC admits naive approximation algorithms with ratios
|B|, |R| or |S|log(|B|) [8]. Carr et al. [10] suggest an
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Input: PPI-network G = (V, E, λ), `, d ∈ N, d < `, set of
motif pairs M, a cost function costf
Output: best correlated motif pair M ∗ to add to M according
to costf found in G
1: M ∗ ← randomMotifPair()
2: cost ← costf (M, M ∗ , G)
3: oldCost ← ∞
4: while cost < oldCost do
5:
oldCost ← cost
6:
M ← M∗
7:
for all M 0 ∈ neighbors(M ) do
8:
if costf (M, M 0 , G) < cost then
9:
M∗ ← M0
10:
cost ← costf (M, M 0 , G)
Fig. 3. The local search algorithm for CMC, with costf as
the cost function.
p
algorithm that gives an approximation ratio of 2 KB |S| or
O(|S|1−1/KR log(|S|)) (with KB (KR ) the maximum amount
of blue (red) elements in a single set). These ratiospare low
when KB or KR are small, but may go up to Ω( |S||B|)
or Ω(|S|log(|S|)). Peleg [8] suggests a greedy algorithm with
approximation factor ∆(S)log(|B|) (with ∆(S) the maximum
amount of sets that contain
p the same red element) and another
algorithm with factor 2 |S|log(|B|).
Theoretically, the naive approximation algorithm with ratio
|B| is the most appealing as B in our setting corresponds to
the number of edges and is far smaller than the number of
possible motif pairs |S|. The naive algorithm selects for each
blue element a set containing it with the least cost worth of red
elements. For a blue element b, there is the option to take a set
ST or the set Sb (cf. equation (?) in the proof of Lemma 5).
Here, ST has a cost of at least α and corresponds to a motif
pair, while the set Sb contains b, has associated cost γ and does
not correspond to a motif pair. As in our setting α > γ, the
naive algorithm will always select the sets Sb which results in
returning the empty set of motif pairs as a solution for CMC (cf.
equation (??) in the proof of Lemma 5). So, although this naive
algorithm has the best theoretical approximation guarantee, it
can not be meaningfully applied towards CMC.
Therefore, wepturn to Peleg’s algorithm with approximation factor 2 |S|log(|B|) [8] which by composing the
reductions in the proofs of Lemmas 4 and 5 results in a
theoretical
algorithm for CMC with an approximation factor
p
of 2 (MP(`, d) + |E|)log(|E|). We next explain how the
algorithm works. Peleg’s approximation algorithm [8], transforms an instance of WRBSC into an instance of the weighted
Set Cover (WSC) problem by assigning to each set the cost of
the red elements in it and then removing the red elements from
each set. He applies the greedy algorithm for WSC, which is
known to have an approximation ratio of log(|B|) [14], to this
instance. The greedy algorithm works by selecting the most
cost-efficient set at each time point.
p He proves this algorithm
has approximation guarantee 2 |S|log(|B|), when applied
to an instance of WRBSC adapted from the original instance
using Z, the maximum cost of red elements in a single set in
the optimal solution to that instance. As Z is unknown, the
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Input: PPI-network G = (V, E, λ), `, d ∈ N+ , d < `, and α,
β, γ ∈ Q+ , TIME ∈ N+
Output: best cover M according to costα,β,γ found in G
1: M = ∅
2: for Z = 1 → α + β|V × V | do
3:
M0 ← ∅
4:
while E 6⊂ EM0 do
5:
bestMotifPair = undef
6:
cost ← ∞
7:
startTime = getTime()
8:
while getTime() < startTime + TIME do
9:
M ← localSearch(G, `, d, M0 , costWSC,α,β,γ,Z )
10:
if costWSC,α,β,γ,Z (M0 , M, G) < cost then
11:
bestMotifPair ← M
12:
cost ← costWSC,α,β,γ,Z (M, M, G)
13:
M0 ← M0 ∪ {M }
14:
if costα,β,γ (M0 , G) < costα,β,γ (M, G) then
15:
M ← M0
Fig. 4. The adapted approximation algorithm for WRBSC
applied to CMM.

algorithm is run repeatedly with every possible value and the
best result is saved. The adaptation of the original instance
starts by removing any set with total cost greater than Z.
Then it removes from the
p remaining set all red elements still
occurring in more than |S|/log(|B|) sets. Unfortunately, the
latter algorithm is infeasible as it iterates over all elements in
S corresponding to all possible motif pairs.
Therefore, we consider an adaption, called CMC-approx,
which is shown in Fig. 4. Rather than iterating over all
possible motif pairs, CMC-approx employs local search to find
the most cost-efficient motif pair to be added. Specifically,
CMC -approx iterates over the possible values for Z, the
maximum amount of cost for a single motif pair, and then uses
local search utilizing a cost function costWSC,α,β,γ,Z . Here,
costWSC,α,β,γ,Z (M, M, G) calculates the cost (as the inverse
of cost efficiency) of adding M to M as follows:

costWSC,α,β,γ,Z (M, M, G) :=

 α + β|ÂM |
α + β|AM | <= Z;
 |EM \ EM |
∞
otherwise.
pwhere ÂM is AM with the anti-edges selected by4
(MP(`, d) + |E|)/log(|E|) or more motif pairs removed.
We cannot determine the amount of motif pairs that select
an anti-edge without knowledge of all the sets, but we can
compute an upper bound. Indeed, for every protein p, we
compute the number Np of motifs selecting p (note that the
number of motifs is significantly lower than the number of
motif pairs). The number of motif pairs selecting an anti-edge
{p, q} is then bounded above by Np × Nq .
4 Recall that A
M stands for the set of anti-edges and MP(`, d) for the
number of (`, d)-motif pairs as defined in Section 2.1.
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5

DATA

To assess the performance of our methods in covering networks, we analyzed various networks. First, we predicted interaction motifs in the high-confidence PPI-network of yeast [15].
This network consists of 1 620 proteins and 9 060 interactions.
In addition, we used the dataset presented by Yu et al. [16],
which contains known positive and negative protein-protein
interaction cases created by balanced sampling. We took their
files for yeast containing 4 972 physical interactions and 4 972
non-interactions and created from those a network with all
the proteins contained in these files and all the physical
interactions present. We ran our methods on cross-validation
networks created from this network.
For these networks, in addition to analyzing the coverage
obtained by the predicted interaction motifs, we also used the
resulting covers to predict protein-protein interactions by using
motif occurrences as binary attributes in an SVM approach,
where each case consisted of a protein pair with associated
class label describing interaction vs. non-interaction. Proteinprotein interaction prediction can be used in two different
ways: (i) Predicting interaction/non-interaction between proteins for which no previous observation exists at all, and (ii)
predicting interaction/non-interaction for proteins for which
some knowledge of their interactions has been obtained already. Both scenarios are relevant in biology and are tested
here. For each of these setups, we made ten training and test
sets for cross-validation purposes: (i) In the first case, the
focus lies on separating test-proteins from training-proteins.
We divided the list of all proteins into ten sets randomly.
For each of these sets, we took the original (non-)interaction
data set and put each (non-)interaction where one or more
proteins are contained in the set of selected proteins, into
the test set. Remaining (non-)interactions became the training
set. (ii) In the second case, the focus lies on separating
test-(non-)interactions from training-(non-)interactions. In this
case, the positive and negative data sets were divided randomly
into ten parts. Each part became a test set, with the other
(non-)interactions forming the training set. For every training
set, a network was created with all the proteins remaining
in the positive and negative training set and as interactions
those in the positive training set. Practically, our algorithms did
not have substantially different results depending on the case.
Therefore, we treat this as a homogeneous set of interaction
networks for prediction purposes.
In addition to these analyses of network coverage and
performance in predicting protein-protein interactions based
on networks covers, we analyzed whether our methods locate
actual binding sites. To do so, we compared our results
to known protein structures. We took the high-confidence
networks for human and yeast presented by Yu et al. [16]
and mapped the protein sequences (retrieved from uniprot.org
and yeastgenome.org respectively) to structures in the PDB
database. In order to perform the mapping of the protein
sequences to PDB structures, we used a strategy similar to the
one used by Yabuki at al. [17], where each protein sequence
in the input dataset is searched against the PDB database
by gapped BLAST. The protein structure was mapped to the
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protein sequence if the following conditions were met: the
aligned regions present sequence identity of at least 40%,
coverage of aligned region on query sequence of at least
30%, coverage of aligned region on PDB sequence of at least
30%, and bit score of at least 70, respectively. By doing
so, it is guaranteed that at least 30% of the length of the
protein sequence is mapped to the PDB structure, and the PDB
structure is covered at least 30% by the alignment with identity
of at least 40% and with bit score of at least 70. After mapping,
we obtained a human network containing 578 proteins and 547
interactions, and a yeast network containing 526 proteins and
263 interactions.

6

E VALUATION

All experiments were run on a 3GHz Mac Pro using 2GB of
RAM and 8 cores. Our Java-implementations of SEQ-SLIDER,
CMC -greedy and CMC -approx can use as many processors as
are available.
We set out to check if the algorithms we present, fulfill the
requirement we first laid out: the result set should be small
and have a high coverage of the network. We performed a
run of SEQ-SLIDER on each of the cross-validation networks
described in Section 5 taking about 75 minutes requesting
10 000 result motif pairs. A run of CMC-greedy with 30
seconds for each iteration was also performed, as well as a
run of CMC-approx with 15 seconds for each iteration. The
run of CMC-greedy took on average 14 minutes while CMCapprox took 120 minutes. While in theory the results of SEQSLIDER can keep improving over time until they reach the
same results as a brute force search, in practice, the gain of
allowing additional time over 75 minutes of computation is
negligible (data not shown).
The results averaged over all twenty networks are shown
in the table in Fig. 5. Protein coverage (indicated in the
figure by proteins) shows the percentage of proteins in the
network that is covered by at least one motif in the result
set. Interaction coverage (interactions) shows the percentage
of interactions that is covered by at least one motif pair. Size
(size) is the average size of the result sets of the different
methods (for SEQ-SLIDER this is constant). It is clear that
even though the amount of results returned is much larger for
SEQ - SLIDER , it does not cover the interactions in the network
well. Even CMC-greedy, with only a fraction of the results
covers more interactions. CMC-greedy covers less proteins
than SEQ-SLIDER, though. The overall winner on coverage
is CMC-approx which, with less than a tenth of the results
of SEQ-SLIDER, manages to cover about three quarters of the
interactions, and almost all the proteins. If we look at coverage
per result, CMC-greedy and CMC-approx score about the same
on interactions (and much better than SEQ-SLIDER), but CMCapprox covers much more proteins.
We also ran all algorithms on the high-confidence yeast
network described in Section 5. The results are shown in
Table 6. It is clear that the coverage of CMC-approx is far
superior to that of both other algorithms. The latter comes at
the expense of a longer running time and a larger set of results
compared to CMC-greedy.

IEEE/ACM TRANSACTIONS ON COMPUTATIONAL BIOLOGY AND BIOINFORMATICS, VOL. ???, NO. ???, ??? 2010

Method
proteins
interactions
size

SEQ - SLIDER

CMC -greedy

CMC -approx

43.8%
11.8%
10 000

23.4%
19.0%
214.95

96.2%
73.5%
867.5

Fig. 5. Protein and interaction coverage of results obtained for yeast cross-validation networks.
Method
proteins
interactions
size

SEQ - SLIDER

CMC -greedy

CMC -approx

21.2%
23.1%
10 000

44.9%
48.0%
663

100%
99.9%
1 786

Fig. 6. Protein and interaction coverage of results obtained for yeast high-confidence network.

7

B IOLOGICAL

VALIDATION

To further evaluate the biological relevance of our algorithms,
we tested the effectiveness of the derived motif pairs in several
scenarios. In the first scenario, we investigate how well motif
hit locations correspond to interface residues by a comparison
with protein structure data. In a second scenario, we investigate
how cross-species motif pair mining can be used as a filtering
step to increase accuracy. Finally, in the supplementary material, we discuss prediction of protein interactions from protein
sequences.

Method
motif pairs
unique motifs
motif hits
unique hits
dissimilar (7)
precision
proteins
interactions

Comparison with protein structure data

To determine the overlap of our predicted interaction motifs
with actual interaction sites, we ran all three methods on the
human and yeast network for which we have a mapping to
protein structures as described in Section 5. The table in Fig. 7
shows the results for the yeast network, and the table in Fig. 8
for the human network.
We start with the amount of motif pairs returned by the
method (indicated in the figure by motif pairs) and check how
many unique motifs we have (unique motifs). We then check at
how many positions those motifs occur in the proteins (motif
hits), and how many positions remain if a position occurring
multiple times is only counted once (unique hits). In addition,
we provide the number of hits obtained when hit locations that
occur within seven amino acids of a hit we already found, are
not taken into account (dissimilar). In this way, hit locations
that have at least one residue overlap are considered as one
hit location. The precision (precision) is the percentage of the
remaining hits that is found at the interface. The decision of
whether an amino acid is an interface amino acid is based on
its relative surface area (RSA) in the structure of the unbound
protein and in the protein-protein complex, in the same way as
described by Boyen et al. [2]. At last, we show the percentage
of proteins (proteins) and interactions (interactions) covered.
The comparison with networks containing proteins mapped
to protein structure data indicates that for the yeast as well
as the human network, coverage of the network increases for
CMC -approx, as would be expected, at the expense of only a
slight reduction in precision compared to SEQ-SLIDER.

SEQ - SLIDER

CMC -greedy

CMC -approx

10 000
5 963
8 547
1 792
388
49.74%
21.13%
31.94%

6
11
40
40
40
65%
15.49%
20.91%

82
156
340
336
319
44.51%
100%
97.72%

Fig. 7. Comparison with protein structure data for motif
hits obtained for yeast.
Method
motif pairs
unique motifs
motif hits
unique hits
dissimilar (7)
precision
proteins
interactions

SEQ - SLIDER

CMC -greedy

CMC -approx

10 000
2 387
10 774
2 246
393
39.95%
9.39%
9.46%

15
30
104
104
100
53%
15.48%
23.56%

135
268
972
941
879
31.29%
100%
100%

Fig. 8. Comparison with protein structure data for motif
hits obtained for human.

7.2
7.1
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Cross-species comparison

We investigate the hypothesis that motif positions which are
found in more than one species could be more likely to be
interface residues. In that case, a cross-species comparison
could be used to filter noise from the predictions. For the
values (`, d) = (8,3), (8,4) and (8,5), resulting motifs for SEQSLIDER (75 minutes), CMC -approx (2 minutes per iteration),
and CMC-greedy (4 minutes per iteration) for the human
and yeast networks for which we have a mapping to 3D
protein structures were mapped to the sequences. Note that
this analysis was restricted to the networks for which we
have a mapping to 3D-structures because we need structure
data to asses the precision of the predicted residues. CMCgreedy never returned motif pairs which could be mapped to
a decent amount of proteins in these networks, so its results
are omitted. Subsequently, a cross-species comparison was
performed between yeast and human. Proteins from these
species were linked to each other by finding best BLAST hits
and requiring a sequence identity of at least 50%. The yeasthuman pairs were aligned to each other using Muscle [18].
Subsequently, the positions of the motifs in each of the two
sequences in such alignment were compared to each other to
see if they overlapped or not.
The table in Fig. 9 shows the results from this analysis. For
each run, the table shows the number of proteins in which
motifs are found and for which a link to a protein in the other
species exist (Nprot). Next, it shows how many positions in
those proteins contain motifs in both species (same), and how
many of those are interface residues (same, TP). Subsequently,
it shows the amount of positions in those proteins containing
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motifs in only a single species (diff), and how many of those
are interface residues (diff, TP). Finally, the table provides the
fraction of positions that are found in both species, which are
indeed interface residues (Fs) and the fraction of positions that
are found in only one of the two species, which are indeed
interface residues (Fd).
The data in the table supports the hypothesis that motif
positions which are found in more than one species could be
more likely to be interface residues to some extent. In five out
of six cases, positions that are found in both species have a
indeed a higher chance to be interface residues than positions
that are found in only one species. These are the rows where
Fs > Fd. The latter does not hold for SEQ-SLIDER (8,3) but
the motifs from that run only select two proteins linked to
each other between the two species. Besides this anomaly,
there is not a clear difference between SEQ-SLIDER and CMCapprox in this respect, confirming that the CMC-approx motifs
are of comparable quality as the SEQ-SLIDER motifs. What
is also clear is that the number of proteins which could be
used in this comparison was in most cases much higher for
the CMC-approx results than for the SEQ-SLIDER results. This
is obviously related to the fact that CMC-approx obtains a
higher network coverage; in this application, we compare two
networks from different species which means that a method
with a high network coverage is clearly advantageous.
To conclude, comparison of results from networks from
various species seems to be a promising strategy to reduce
noise in the predictions. The much higher network coverage
that CMC-approx obtains compared to SEQ-SLIDER makes it
well suited for such an approach.

8
8.1

R ELATED

WORK

Pattern mining

Many pattern mining applications suffer from pattern explosion. That is, when an interestingness measure is chosen to
retrieve novel results, such a large amount of patterns is
obtained as to eclipse the data itself by several orders of
magnitude. This is mostly due to the locality of the minimum
support constraint, which causes patterns to be added to the
results set independent of patterns already found, causing great
redundancy in the results. This problem is often alleviated, but
not solved, by looking for special types of patterns, such as
closed [19] or maximal [20] patterns, that encompass a group
of redundant patterns. To provide less redundant patterns, there
has been much research toward finding small sets of representative macro-patterns for databases. Bringmann et al. [21] use
a post-processing technique to filter item set mining results and
remove redundant item sets. They show that this reduction of
the result set can improve the quality of classification. Geerts
et al. [22] consider the top-k tiling problem. Here, tiles are
frequent item sets that cover a large area of the transaction
database. Their top-k tiles problem looks for the k (possibly
overlapping) tiles that together cover the largest surface in the
database. Vreeken et al. [23] introduce KRIMP, which uses
MDL to find the item sets that can best be used to compress a
database. So far, all these techniques only select item sets that
occur exactly within the data. Xiang et al. [24] adapt tiling
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to allow for item sets with a few missing items. They focus,
however, on covering every cell in the database, while we are
more interested in informative patterns which give us insight
into the data. None of these techniques focuses on biological
data.

8.2

Binding site prediction

The prediction of binding sites is mostly used in two fields;
(i) the prediction of transcription factor binding sites. These
binding sites are the locations on strands of DNA where
proteins bind in order to activate or inhibit its transcription.
This search is typically performed by looking for statistically
overrepresented motifs among DNA strands of coregulated
genes [25]. (ii) Other tools exist for predicting protein binding
sites [2], [3], [4], [5], [6], [7], [26], [27], [28], [29], [30],
[31], [32], [33], [34], [35], [36], [37], [38], [39]. They use
several types of information, e.g. amino acid sequence, solvent
accessibility, conservation, and many others. This information
is not always available, especially for newly sequenced proteins. Many learning methods are used to predict the binding
sites, such as SVMs or neural networks. One, in particular,
named PRISM [32] should be mentioned as it also uses motif
pairs. Using known pairs of binding sites, it looks for a
structural match for the left and right binding sites. If found,
it predicts interaction through those sites. All these works
focus on predicting binding sites separately. To the best of
our knowledge, this is the first attempt to look for a grand
explaining set of binding sites for a protein-protein interaction
network.
It is promising that our algorithms expand the coverage of
proteins and interactions, at the expense of only a slight reduction in precision when comparing with protein structure data
(cf. Section 7.1). We recently demonstrated that the precision
of SEQ-SLIDER predictions could be further improved by
combining with additional biological datasources, in particular predicted surface accessibility and sequence conservation
[40]. We expect that integrating such additional sources of
information could also further improve the precision of the
Correlated Motif Covering approaches presented in this work.
An additional way to improve precision was demonstrated
in Section 7.2, where we showed that comparison of results
from various species improved prediction performance. The
biological background of this type of data integration is that
the location of interface residues in a protein sequence is quite
conserved, even more than the interactions in which these
proteins are involved [41]. In addition, cases where interaction sites are not conserved between species might explain
variability of protein interactions. We previously analyzed
the relationship between sequence variation and variation of
protein interactions within a single protein family [39], [42]
but the results presented in this work indicate the possibility
of extending this to a genome-wide scale. Given the availability of experimental protein interaction networks for various
species in databases such as IntAct [43] it will in principle be
straightforward to analyze data from additional species.
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Method
SEQ - SLIDER
SEQ - SLIDER
SEQ - SLIDER
CMC -approx
CMC -approx
CMC -approx

(8,3)
(8,4)
(8,5)
(8,3)
(8,4)
(8,5)

Nprot
2
11
52
52
51
52

same
8
43
4 234
68
96
589

same, TP
0
18
1 175
44
46
161

diff
157
1 130
8 315
1 205
1 778
1 759

diff, TP
65
327
1 449
314
360
497
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Fs
0.00
0.42
0.28
0.65
0.48
0.27

Fd
0.41
0.29
0.17
0.26
0.20
0.13

Fig. 9. Combining results from human and yeast networks for SEQ-SLIDER and CMC-approx.
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C ONCLUSION

This work sought to improve upon computational methods for
deriving motif pairs that usually only find motif pairs that
select the densest part of the network. Our new algorithms
for CMC decrease the size of the result set while increasing
the coverage of the network, having minimal impact on their
precision. The much higher coverage of proteins by motifs
is important in many applications such as cross-species comparison, where it increases the probability of finding interface
residues. In addition, for experimental biologists who want to
predict binding sites in order to perform further experimental
studies, obviously it is very important to obtain predictions for
as many proteins as possible.
There is, however, ample opportunity for future research.
As we have shown when applying motif pairs to predict
interactions, the prediction using (`, d)−motif pairs as binary
attributes is hardly an improvement over random. We noticed
that while the mined motif pairs cover the training set well,
they hardly cover any of the proteins in the test set. In this
sense, (`, d)-motifs are too selective. It could therefore be
worthwhile to investigate how we can deviate from the simple
(`, d)−motif model by, for instance, adding disjunctions or
considering the addition of biological information such as
similarities between amino acids. Of course, we should take
care to balance the expressiveness, and generality, of motifs
with the computational effort required to mine them. Since the
β parameter has such a natural correspondence to noise, and
the γ parameter to missing data, it might be interesting to find
out if we can compensate for those factors by adjusting their
respective parameters.

[2]

[3]

[4]

[5]

[6]

[7]

[8]

[9]
[10]

[11]
[12]
[13]
[14]
[15]

ACKNOWLEDGMENTS
Research funded by a Ph.D grant of the Institute for the
Promotion of Innovation through Science and Technology in
Flanders (IWT-Vlaanderen).
Aalt D.J. van Dijk is supported by an NWO (Netherlands Organisation for Scientific Research) VENI grant
(863.08.027).
Felipe L. Valentim is supported by the SYSFLO Marie
Curie Initial Training Network.

R EFERENCES
[1]

M. P. H. Stumpf, T. Thorne, E. de Silva, R. Stewart, H. J. An,
M. Lappe, and C. Wiuf, “Estimating the size of the human interactome,”
Proceedings of the National Academy of Sciences, vol. 105, no. 19, pp.
6959–6964, 2008.

[16]

[17]

[18]

[19]

[20]

[21]

P. Boyen, D. Van Dyck, F. Neven, R. C. van Ham, and A. D. J.
van Dijk, “SLIDER: A Generic Metaheuristic for the Discovery of
Correlated Motifs in Protein-Protein Interaction Networks.” IEEE/ACM
Transactions on Computational Biology and Bioinformatics, vol. 8,
no. 5, pp. 1344–1357, 2011.
S. H. Tan, W. Hugo, W. K. Sung, and S. K. Ng, “A correlated
motif approach for finding short linear motifs from protein interaction
networks.” BMC Bioinformatics, vol. 7, no. 502, 2006.
H. C. Leung, M. H. Siu, S. M. Yiu, F. Y. Chin, and K. W. Sung, “Finding
linear motif pairs from protein interaction networks: a probabilistic
approach.” Computational Systems Bioinformatics Conference, vol. 6,
pp. 111–119, 2007.
H. Li, J. Li, and L. Wong, “Discovering motif pairs at interaction
sites from protein sequences on a proteome-wide scale,” Bioinformatics,
vol. 22, pp. 989–996, 2006.
J. Li, G. Liu, H. Li, and L. Wong, “Maximal biclique subgraphs and
closed pattern pairs of the adjacency matrix: A one-to-one correspondence and mining algorithms,” IEEE Transactions on Knowledge and
Data Engineering, vol. 19, pp. 1625–1637, 2007.
J. Li, K. Sim, G. Liu, and L. Wong, “Maximal quasi-bicliques with
balanced noise tolerance: Concepts and co-clustering applications,” in
Proceedings of the SIAM International Conference on Data Mining.
SIAM, 2008, pp. 72–83.
D. Peleg, “Approximation algorithms for the label-covermax and redblue set cover problems,” Journal of Discrete Algorithms, vol. 5, pp.
55–64, 2007.
J. Rissanen, “A universal prior for integers and estimation by minimum
description length,” Annals of Statistics, vol. 11, pp. 416–431, 1983.
R. D. Carr, S. Doddi, G. Konjevod, and M. Marathe, “On the red-blue
set cover problem,” in Proceedings of the ACM-SIAM Symposium on
Discrete Algorithms (SODA). SIAM, 2000, pp. 345–353.
V. V. Vazirani, Approximation Algorithms. Springer, 2004.
I. Dinur and S. Safra, “On the hardness of approximating label-cover,”
Information Processing Letters, vol. 89, pp. 247–254, 2004.
M. Elkin and D. Peleg, “The hardness of approximating spanner
problems,” Theory of Computing Systems, vol. 41, pp. 691–729, 2007.
V. Chvatal, “A Greedy Heuristic for the Set-Covering Problem,” Mathematics of Operations Research, vol. 4, no. 3, pp. 233–235, 1979.
S. R. R. Collins, P. Kemmeren, Xue, J. F. F. Greenblatt, F. Spencer,
F. C. C. Holstege, J. S. S. Weissman, and N. J. J. Krogan, “Towards
a comprehensive atlas of the physical interactome of Saccharomyces
cerevisiae,” Molecular & Cellular Proteomics, vol. 6, pp. 439–450,
2007.
J. Yu, M. Guo, C. J. Needham, Y. Huang, L. Cai, and D. R. Westhead,
“Simple sequence-based kernels do not predict protein-protein interactions,” Bioinformatics, vol. 26, no. 20, pp. 2610–2614, 2010.
Y. Yabuki, Y. Mukai, M. B. Swindells, and M. Suwa, “Genius ii: a
high-throughput database system for linking orfs in complete genomes
to known protein three-dimensional structures,” Bioinformatics, vol. 20,
pp. 596–598, 2004.
R. C. Edgar, “MUSCLE: multiple sequence alignment with high accuracy and high throughput.” Nucleic Acids Research, vol. 32, no. 5, pp.
1792–1797, 2004.
N. Pasquier, Y. Bastide, R. Taouil, and L. Lakhal, “Discovering frequent
closed itemsets for association rules,” in Proceedings of the International
Conference on Database Theory (ICDT). Springer-Verlag, 1999, pp.
398–416.
R. J. Bayardo, “Efficiently mining long patterns from databases,” in
Proceedings of the International Conference on Management of Data
(SIGMOD). ACM, 1998, pp. 85–93.
B. Bringmann and A. Zimmermann, “One in a million: picking the right
patterns,” Knowledge and Information Systems, vol. 18, pp. 61–81, 2009.

IEEE/ACM TRANSACTIONS ON COMPUTATIONAL BIOLOGY AND BIOINFORMATICS, VOL. ???, NO. ???, ??? 2010

[22] F. Geerts, B. Goethals, and T. Mielikäinen, “Tiling Databases,” in
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S UPPLEMENTARY M ATERIAL
Notation
`
d
{X, Y }
M
M
MP(`, d)
G
V
E
λ
VX
EX,Y
AX,Y
GM
GM
α
β
γ
U
S
S
B
R
S∗

Meaning
length of motif
number of wildcards in a motif
(`, d)−motif
motif pair
set of motif pairs
amount of (`, d)-motif pairs
graph
set of vertices/nodes
set of edges
node labeling function
set of proteins containing motif X
set of edges between VX and VY
set of anti-edges between VX and VY
subgraph of G selected by motif pair M
subgraph of G selected by the motif pairs in M
cost of a motif pair
cost of a false positive edge
cost of a false negative edge
universe of elements
a set
a set of sets
set of blue elements
set of red elements
optimal set of sets for RBSC or WRBSC

TABLE 1
Explanation of the most frequently used symbols.

B

R
S1
110

S2
S3

O

100
110

C
011
001

222

011
001

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

000

001

Fig. 10. An example instance IRBSC for RBSC.
Blue elements are shaded in gray.

Fig. 11. The instance f (IRBSC ) = ICMC . The newly created
elements are indicated by thin edges.

Illustrating the reduction in Lemma 2
We next illustrate the reduction in the proof of Lemma 2 by an example. Consider the instance IRBSC for RBSC in Fig. 10 which
contains three blue and five red elements and their divisions into the sets S1 , S2 , and S3 . Now, Fig. 11 displays f (IRBSC ) = ICMC .
As IRBSC contains three sets, ` = 3 and d = 2. The maximum number of red elements in a set is three. Therefore, γ = 4 and
O contains 2 × 4 × 3 + 1 = 25 nodes. The new nodes in O are all labeled with 000 and the center node c is labeled with the
sequence 222. The upper most blue element is assigned the label 110 as it is an element of S1 and S2 , but not of S3 . The
labels of the remaining nodes are assigned accordingly.
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C

I

{1,2}

{1,3}

AAAA

S1
2

{A,B}

3
ABAB

{A,A}

S2

BBBB

Fig. 12. An example instance ICMC for CMC. The
anti-edge is indicated by a dotted line.

{B,B}

S3

{2,3}

Fig. 13. f (ICMC ) = IMDL - COVER . Elements correspond to edges
(thick lines) or anti-edges (dotted lines) in Fig. 12.

Illustrating the reduction in Lemma 4
Consider the instance ICMC for CMC in Fig. 12 which consists of a graph with three nodes labeled by AAAA, ABAB, and BBBB
respectively. For clarity, missing edges (anti-edges) are indicated by a dotted line. Fig. 13 displays f (ICMC ) = IMDL - COVER . For
ease of exposition, we restrict the alphabet to Σ = {A, B}, and set ` = 1 and d = 0. As can be seen from the figure, C
contains the edges, while I contains the anti-edges. Furthermore, S consists of the sets of edges S1 , S2 , and S3 , defined by
the three motif pairs {A, A}, {B, B}, and {A, B}, respectively.

T1
T2

C

I

b1

r1

Sb1
γ

ST1 α

T3
b2

β

α ST3

ST2 α
γ

Sb2
Fig. 14. An example instance IMDL - COVER for
MDL - COVER .

Fig. 15. f (IMDL - COVER ) = IWRBSC . Blue elements are shaded in
gray, red elements have their weight indicated. Newly created
elements are indicated with thinner lines.

Illustrating the reduction in Lemma 5
Consider the instance IMDL - COVER for MDL - COVER in Fig. 14 which consists of two correct and one incorrect element, and three
sets T1 , T2 , and T3 . Fig. 15 displays f (IMDL - COVER ) = IWRBSC . Every correct element is a blue element. All incorrect elements
are red and have weight β. For every blue element b, the set Sb is created containing b as well as a newly created red element
with weight γ. For every set T in SMDL - COVER , a set ST is created containing all blue (correct) and red (incorrect) elements in
T and one additional new red element with weight α.
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Proof of Lemma 5 (continued).
∗
We first argue that if an optimal solution SWRBSC
for IWRBSC contains a set Sb and a set ST with b ∈ ST , we can remove Sb
∗
∗
without removing optimality. Indeed, assume Sb to be in SWRBSC
with another set in SWRBSC
containing b, then

∗
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\ Sb )
X
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S∈SWRBSC
\Sb
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S∈SWRBSC



X

≤
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c(r)


[

∗
S∈SWRBSC
∗




S
∩R




= objWRBSC (SWRBSC ).
0
0
∗
∗
∗
So, for an optimal solution SWRBSC
, we can create a solution SWRBSC
that contains no Sb with b ∈ ST ∈ SWRBSC
and is still
optimal.
∗
into a solution sMDL - COVER for IMDL - COVER
So, for an instance IWRBSC , we can use g to transform an optimal solution SWRBSC
∗
with OPTWRBSC (IWRBSC ) = objWRBSC (SWRBSC ) = objMDL - COVER (sMDL - COVER ). The solution sMDL - COVER is also an optimal solution for
IMDL - COVER , because if there was a better solution, we could transform it into one for IWRBSC with the same score, by taking ST
∗
for every T and Sb , for every element of C not covered. This would be in contradiction with SWRBSC
being optimal. Therefore,
OPTWRBSC (IWRBSC ) = OPTMDL - COVER (IMDL - COVER ), so definitely OPTWRBSC (IWRBSC ) ≤ OPTMDL - COVER (IMDL - COVER ).
This completes the proof of Lemma 5.

Prediction
We used the SVM classifier available in the weka [44] data mining software to perform prediction on the twenty networks
described in Section 5. The training and test data for the positive and negative data sets were created with the motif pairs
obtained from the runs described in Section 6 as binary attributes. Of the 10 000 results returned by SEQ-SLIDER only the
1 000 with the best score were used due to limitations of the classifier. In the rare case where CMC-approx returned more
than 1 000 results, only the first 1 000 were used. CMC-greedy never returned more than 1 000 results and hence in all cases,
all motif pairs returned by CMC-greedy were used. The average AUC (Area Under the ROC Curve) of both SEQ-SLIDER and
CMC -greedy are 0.502, while that of CMC -approxis 0.526, which is only a very slight improvement. We performed the same
predictions with a random forest classifier, but the results were nearly identical. While slightly improving over SEQ-SLIDER, the
predictive performance remains still only marginally different from random (AUC slightly above 0.5), confirming the analysis
of Yu et al. [16], showing that sequences do not contain sufficient information to be useful for predicting PPIs.

